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ABSTRACT

Automatic speech recognition (ASR) is a critical compo-
nent of voice-based conversational agents. Users typically
have multi-turn conversations with these agents, making it
increasingly important for ASR systems to leverage conver-
sational context as a mechanism for improving recognition
of user utterances. Conversational context comprises of past
user-agent interactions in the form of ASR recognition out-
puts of user utterances and Text-to-Speech (TTS) prompts of
agent responses. In this work, we explore various methods
to effectively encode conversational context into a RNN Lan-
guage Model (RNN-LM); in particular, we explore integrat-
ing this context information both as (1) raw word sequences
directly into an RNN-LM and (2) linguistic features such as
sentence topic, part of speech (POS), etc. derived from the
context. We obtain a 6.4% relative Word Error Rate (WER)
reduction and a 7.2% relative entity WER reduction over a
non-contextual baseline.
Index Terms: speech recognition, language modeling, deep
learning

1. INTRODUCTION

Voice interfaces are becoming increasingly ubiquitous, mak-
ing it imperative for automatic speech recognition (ASR)
systems to maintain high accuracy. Most ASR systems are
optimized for either single turn user interactions or goal-
oriented conversations with pre-defined dialog structures. For
open-ended conversations, such as a dialogs about politics,
entertainment, sports, etc., there is no pre-defined dialog se-
quence; however, it would be beneficial for the system to
capture the underlying latent structure of the dialog using
contextual cues.

Conventional ASR systems are generally comprised of an
acoustic model, a pronunciation model, and a language model
(LM). The role of the LM is to assign a probability to the next
word in a sentence, conditioned on the previous ones. In our
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work we will look into incorporating contextual information
into Recurrent Neural Network (RNN) language models, as
neural language models are better able to model long-range
dependencies [1], which is a necessity in multi-turn dialog
due to the long context window that is necessary to take into
account previous turns in a conversation.

In this paper, we define context as the entire conversa-
tional history, consisting of both user utterances and agent
responses. Furthermore, in order to account for the sparsity
of our training data and to facilitate the generalizability of our
language model, we provide the model with features explic-
itly derived from the context, allowing us to leverage various
external data sources.

The main contribution of our work is to perform an ar-
chitecture exploration to identify the best way to encode our
features into our RNN-LM. Overall our best performing con-
textual neural model outperforms the non-contextual neural
model with up to 6.4% relative WER reduction and a 7.2%
relative entity WER reduction.

The paper is organized as follows. In Section 2, we de-
scribe related work. In Section 3, we describe our neural
model architectures and features we leveraged. In Sections
4 and 5 we describe our experimental setup and results. Fi-
nally, in Sections 6 and 7 we conclude and describe potential
future work.

2. RELATED WORK

There has been similar work on utilizing conversational con-
text within neural language models [2], [3], [4], [5]. Most of
this work involves adding context as additional input into a
neural model such as an RNN.

We define context primarily as past user utterances and
agent responses similar to [6], where it was shown contextual
information can help improve speech recognition, particularly
for named entities, using on-the-fly interpolated n-gram mod-
els which can be used in first-pass speech recognition. How-
ever, our work explicitly focuses on neural language models
for second pass re-scoring, rather than on-the-fly interpolated



n-gram models. There has been prior work that incorporates
context in a re-scoring framework [7].

We explore mechanisms to incorporate features that are
explicitly derived from the context, into our language model.
Specifically, we utilize the topic of an utterance and the part-
of-speech of every word. [8] utilizes Latent Dirichlet Alloca-
tion (LDA) to provide topic features, however in our work we
learn a feature embedding for each topic class. [9] appends
part-of-speech tags to every word in a language model.

The most similar work to us is [10], who utilize a neural
language model to re-rank lattices outputted by a first-pass
ASR model. Similar to our dataset, described in Section 4.1,
the agent responses in [10] were much more verbose than user
utterances. They combat this by reordering the sequence of
utterances in the conversation. Contrastively, we address this
problem through the use of more sophisticated neural archi-
tectures.

3. APPROACH

We now introduce our approach for incorporating conversa-
tional context into a neural language model. Specifically,
we formulate conversational context through a combination
of (1) past user-agent interactions, and (2) derived features
from past interactions. These derived features include: (2a)
part-of-speech tags, determined using the Natural Language
Toolkit (nltk) [11], and (2b) topic class extracted from an off-
the-shelf topic classifier [12]. Both of these features are repre-
sented as one-hot vectors. The incorporation of these derived
features is described in Section 3.2.

3.1. Neural Language Model

We explore a variety of architectures in order to identify an
effective methodology for encoding conversational context.

3.1.1. Baseline Context-Free RNN-LM

Our baseline context-free language model is based on the
word-level LSTM model presented by [13]. This baseline
model utilizes a number of regularization strategies, such as
weight-tying [14], variational dropout [15], and embedding
dropout [15]. As our baseline is context-free, we zero-out the
hidden state between consecutive user utterances, both during
training and evaluation. We denote this architecture in our
tables as Context Free Baseline.

3.1.2. Prepend Utterance RNN-LM

The simplest modification of our baseline, would be to avoid
zeroing the hidden state between consecutive utterances. This
provides the language model with a straightforward mecha-
nism by which it can encode past user utterances. This ap-
proach; however, entirely ignores the agent responses, and

Fig. 1. A visualization of a neural language model which
concatenates the average embedding of the agent response to
the input at every time step of the language model (t1...n).
wi refers to the ith word in user utterance. mi refers to the
derived features.

therefore is incomplete as a mechanism for representing con-
versational context. We denote this architecture in our tables
as Prepend Utterances.

3.1.3. Average Context Embedding RNN-LM

To address the shortcomings of our prepending approach, we
utilize the average of word embeddings to encode the agent
response. These word embeddings are shared between the
context encoding and the language model, however in the in-
terest of keeping perplexity comparisons fair, the additional
vocabulary that comes from the agent responses is excluded
from the softmax layer similar to what is done in [10]. Af-
ter the context representation is determined, we concatenate
it to the input of every time-step of our language model, as
depicted in Figure 1. We denote this architecture in our tables
as Avg Embed.

3.1.4. LSTM Context Encoder RNN-LM

While an embedding average is a straightforward and light-
weight representation of the agent responses, it’s limited in its
expressive ability, particularly with longer responses. LSTMs
have been shown to be more effective for maintaining long-
term context [16] and understanding complex sentences, and
as such, we leverage them for encoding agent responses.
We explore two approaches of utilizing LSTMs, sharing the
weights with the language model and training a separate en-
coder for the agent response. We visualize this model in
Figure 2.

The former approach of sharing weights between the lan-
guage model and context encoder, is equivalent to prepending
all the user utterances and agent responses. It is important to
note, however, that despite prepending the agent responses,
we only train the softmax layer on the user utterances and
only utilize the hidden state of the context encoder. This
method minimizes the number of weights, making it easier for
the model to converge during training. However, the LSTM is
now responsible both for predicting the next word and encod-
ing long-term context, which are two contrastive tasks. We
denote this approach in our tables as Same LSTM Enc.



Fig. 2. A visualization of a neural language model which
initializes the hidden state of our language model to be the
output of the context encoder, which is an LSTM. ti and wi

refers to the ith word in the agent response (the context), and
user utterance respectively. Optionally, derived features can
be concatenated at each time step.

The latter approach of training a separate context encoder,
is similar to an encoder-decoder architecture, where the hid-
den state of the language model is initialized with the context
representation outputted by the encoder. We denote this ap-
proach in our tables as Diff LSTM Enc.
3.1.5. Addition of Cache Pointer

The use of a cache pointer during inference, has been shown
to improve performance on the task of language modeling
[17]. A cache pointer can be formulated as an interpolation
of the softmax probabilities outputted by the language model,
and a key-value attention [18] with the keys being past hid-
den states and the values being past words. For our task, the
cache pointer models the high likelihood that the user will
repeat words they previously spoke.

3.2. Derived Features for RNN-LM

We present a mechanism by which our language model can
incorporate additional information in the form of derived fea-
tures. These features are derived from the same past user-
agent interactions. As depicted in Figure 1, our model can
utilize an arbitrary number of feature sequences by concate-
nating a feature representation to our word embeddings. The
feature representation is obtained in the form of a learned fea-
ture embedding, trained through the use of a look-up table as
is typically done for word embeddings. In Figure 1, for POS
features, mi refers to the POS of each word in the utterance.
For topic features, mi refers to the topic class extracted on
the entire utterance which will then be fed into the network
for each word in said utterance. Average Embedding Context
RNN-LM architecture, only takes the derived features from
user utterances. While the LSTM Encoder Context RNN-LM
architecture takes the derived features from both user utter-
ances and agent responses.

4. EXPERIMENTAL SETUP

We describe our dataset, rescoring setup and RNN-LM train-
ing details.

4.1. Dataset

Our dataset consists of non-goal oriented, open-domain user-
agent interactions through the use of a voice-based conversa-
tional agent. The agents in these conversations are chatbots:
non-goal-oriented conversational agents with the objective of
engaging the user in an coherent and interesting conversation,
as opposed to completing a specific goal. Examples of rule-
based chatbots include ELIZA [19], while more sophisticated
systems include the conversational agents that were deployed
as part of the Alexa Prize competition [20].

Our data consists of hundreds of thousands of far-field
speech-based user-agent interactions with a chatbot. The data
is bucketed into conversations, where a single conversation is
initiated and terminated by the user, and consists of multiple
turns of user-agent interactions.

The conversations in our dataset are fairly long, with an
average length of 20 turns. The user utterances vary greatly
in length, with a median utterance length of 4 words. The
agent responses are much more verbose as compared to user
utterances with a median length of 15 words.

We segmented the data into 93, 572 utterances for train-
ing, 11, 116 for validation and 11, 458 for testing. We define
the vocabulary to be all words with > 1 occurrence, resulting
in a vocabulary size of 11, 500 words.

4.2. N-Best Rescoring

We perform rescoring on n-best results from a first-pass ASR
system to evaluate our models. Our first-pass ASR system
generates a lattice where we extract out the n highest scoring
hypotheses from the lattice, where n was <= 30.

4.3. RNN-LM Setup

Our contextual language modeling implementation is built on
top of a repository open-sourced by [13]. For both our lan-
guage model and our context encoder, we utilize a three layer
LSTM network with a hidden size of 1150 units. The final
layer of the LSTM, given that we tie the weights of the soft-
max and the embedding layers, is equal to an embedding size
of 400 units. We train for 500 epochs, with Stochastic gra-
dient descent (SGD) with a learning rate of 30 and switch to
Asynchronous Stochastic Gradient Descent(ASGD) [21] dur-
ing training if validation loss is not decreasing for some time.
We employ various forms of dropout, such as an embedding
dropout of 0.1, a variational dropout of 0.5, and dropout of
0.4.

5. RESULTS AND DISCUSSION

From our perplexity results, shown in Table 1, our best per-
forming neural language model was Model(9) which utilizes
both agent responses and derived features from past utter-
ances. In general, we observe that adding agent responses



does help improve perplexity results. Both Avg Emb and Diff
LSTM Enc are effective ways to deal with verbose agent re-
sponses. We see also see encoding agent responses in a sep-
arate encoder, Model(4), improves results over utilizing same
encoder, Model(5).

Both Avg Emb and Diff LSTM Enc have similar WER
and Entity WER results as seen in Table 2 and Table 3, re-
spectively. However, Avg Emb is significantly faster during
training and inference due to the lesser degree of computation
complexity.

The inclusion of topic features had the biggest impact
in performance, giving a 21% reduction in perplexity in
Model(7) as compared to Model(3). In the absence of these
features, the language model may implicitly learn to identify
topics and connect certain named entities that are apart of
these topics to their respective contextual window. However
this requires a massive amount of user-agent interaction data.
Due to the size of our data we supplemented our model with
a stronger signal, from an external data source, allowing it to
learn more complex relationships.

Table 1. Perplexity results of our language models. Derived
includes what linguistic features were added. Test PPL is per-
plexity without adding in cache pointer (left) and with (right)
during inference.

Models Derived Test PPL
(1) Context Free Baseline None 39.16 38.68
(2) Prepend Utterances None 33.29 31.27
(4) Same LSTM Enc None 33.80 31.63
(5) Diff LSTM Enc None 32.09 30.81
(6) Diff LSTM Enc Topic 25.61 24.69
(8) Diff LSTM Enc Topic, POS 23.86 23.04
(3) Avg Embed None 31.68 29.78
(7) Avg Embed Topic 24.89 24.06
(9) Avg Embed Topic, POS 23.14 22.42

Table 2. Relative WER Comparisons of the best contextual
model vs non-contextual models. These numbers demon-
strate that our context models improve performance on the
task of speech recognition versus non-contextual models.

Models Relative WER Reduction
Context Free Baseline -
(3) Avg Embed 4.7%
(8) Diff LSTM Enc + Derived 6.1%
(9) Avg Embed + Derived 6.4%

The best performing model shown in Table 2, with a rel-
ative improvement of 6.4% over the baseline is Model(9).
To better understand the impact of our models on the user-
experience, we consider the word error rate of named enti-
ties, which is an effective metric for evaluating contextual
language models [6]. We identify the named entities using
an in-house Named-Entity Recognition (NER) tagger which
identifies entities such as people names, locations, etc. We

Table 3. Relative Entity WER comparisons of the best
contextual model vs non-contextual models. These results
demonstrate that our model is particularly effective at cap-
turing conversational context and is, as such, highly effective
for conversational agents.

Models Relative Entity WER Reduction
Context Free Baseline -
(3) Avg Embed 5.9%
(8) Diff LSTM Enc + Derived 7.2%
(9) Avg Embed + Derived 7.2%

show the entity WER reduction in Table 3.
We present a few qualitative examples in Section 5.1

demonstrating situations in which our model effectively lever-
ages the conversational context to select a better hypothesis
than our context-free baseline.

5.1. Qualitative Examples

Agent: Which singer do you prefer, Metallica or Snoop Dog?
• Context Free Prediction: may i tell it to?
• Model (9) Prediction: metallica

Agent: So, reveal to me, what do you like to do?
• Context Free Prediction: i tried in
• Model (9) Prediction: bike riding

Agent: Is there another genre that you hate?
User: Yes
Agent: Which one?

• Context Free Prediction: should i buy it
• Model (9) Prediction: scifi

6. CONCLUSIONS

We described a variety of neural architectures to encode con-
versational context and improve speech recognition perfor-
mance. In particular, we presented an RNN-LM that inte-
grates contextual information from past user-agent interac-
tions, both directly and through derived linguistic features
such as topics and part-of-speech (POS). The derived fea-
tures were extracted from models trained on external data
sources, and hence allowed us to leverage non-contextual data
to improve our system. Our best performing model dealt with
verbose agent responses by averaging the word embeddings.
This contextual neural model was compared against a context
free neural model achieving a 6.4% relative WER reduction
and a 7.2% relative entity WER reduction.

7. FUTURE WORK

Future work may involve combining our method with atten-
tion mechanisms over past user-agent responses. Additionally
we plan to include more derived features such as dialog acts
and entity features, which are commonly used in conversa-
tional dialog modeling.
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